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Abstract

Introduction: The rapid spread of generative
intelligence tools based on

artificial
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Resumo
Introducdo: A rapida disseminagdo de

large ferramentas de inteligéncia artificial generativa

language models has challenged the assumptions
that support assessment in medical education.
When a chatbot can answer licensing-style
questions, write reflective narratives, generate
test items, and score clinical performance, the
interpretations drawn from assessment results
may no longer correspond to the competencies
they are intended to represent. Objective: To
examine the scientific evidence on the effects of
generative artificial intelligence on the validity of
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baseadas em grandes modelos de linguagem
desafiou o0s pressupostos que sustentam a
avaliagdo na educacdo médica. Quando um
chatbot é capaz de responder a perguntas do tipo
das aplicadas em exames de habilitacdo, redigir
narrativas reflexivas, gerar itens de prova e
avaliar o desempenho clinico, as interpretacdes
extraidas dos resultados da avaliagdo podem
ndo mais corresponder as competéncias que se
pretendem representar. Objetivo: Examinar as


mailto:silgianini@hotmail.com
mailto:drgalhardi@outlook.com.br
mailto:cintia.gisele@hotmail.com
mailto:profwilsonbernardo@hotmail.com
mailto:lise_horn@yahoo.com.br
mailto:nanetol@yahoo.com.br
mailto:mvtaraujo@unimar.br
mailto:tawpascon@hotmail.com
mailto:samanthasntos1@gmail.com
mailto:thaisilvapsicologa@gmail.com
mailto:rodolfomedeiros@unimar.br

Viviane Canhizares Evangelista de Aradjo & Marcia Abusio & Percyleine Pelegrine Herculiani & Fabio Augusto Freiria Barbosa & Adriana Porto Nunes
Gazetta & Josiane Ramos Garcia Rodrigues & Eleny Rosa Guimardes Gongalves & Jodo Paulo Galletti Pilon & Gustavo Pereira Masi & Ana Glaucia
Paulino Lima & Mara Flavia Mamedio Avallone & Igor Soares Gianini Grecca & Silvia Helena Soares Gianini & Cristiano Machado Galhardi & Cintia
Gisele de Andrade Pozenato & Wilson Bernardo Silva & Lisete Horn & Fabiane Lopes Toledo & Marcus Vinicius Tenuta Araujo & Tawana Pascon Lopes
& Samantha Santos & Thais dos Santos da Silva & Rodolfo de Oliveira Medeiros

assessment in medical education, considering its
roles as examinee, item writer, and assessor.
Method: An integrative literature review was
conducted, grounded in the principles of
evidence-based practice. The review question
was structured using the PICo strategy. The
search was carried out in the
PubMed/MEDLINE, Scopus, Web of Science,
and ERIC databases. Included studies were
characterized in terms of their methodological
features and levels of evidence, and the findings
were subjected to interpretive thematic synthesis.
Results: Eleven studies were included in this
review. The literature indicates that generative
artificial intelligence performs at or above the
level of students in knowledge-based and written
tasks, that educators show limited ability to
identify texts produced by these tools, that
automatically generated items require expert
review to preserve content validity and cognitive
level, and that Al-based scoring shows limited
agreement with human judgment and may
introduce linguistic bias against specific groups
of students. Conclusion: The validity crisis
associated with generative artificial intelligence
does not stem from the technology alone, but
from assessment formats that depend on
unsupervised written products and isolated
measurements.  Programmatic  assessment,
supervised performance-based methods,
transparent institutional policies, and qualified
human oversight of Al-supported processes are
needed to preserve the credibility of assessment
decisions.

Keywords: Generative Artificial Intelligence.
Large Language Models. Medical Education.
Educational Measurement. Validity. Academic
Integrity.

1 INTRODUCTION

evidéncias cientificas sobre os efeitos da
inteligéncia artificial generativa na validade da
avaliacdo na educacdo médica, considerando
seus papéis como candidato, elaborador de itens
e avaliador. Método: Foi realizada uma revisao
integrativa da literatura, fundamentada nos
principios da préatica baseada em evidéncias. A
questdo da revisao foi estruturada utilizando a
estratégia PI1Co. A busca foi realizada nas bases
de dados PubMed/MEDLINE, Scopus, Web of
Science e ERIC. Os estudos incluidos foram
caracterizados em termos de suas caracteristicas
metodolégicas e niveis de evidéncia, e 0s
resultados foram submetidos a uma sintese
teméatica interpretativa. Resultados: Onze
estudos foram incluidos nesta revisdo. A
literatura indica que a inteligéncia artificial
generativa apresenta desempenho igual ou
superior ao dos alunos em tarefas baseadas em
conhecimento e escritas; que o0s educadores
demonstram  capacidade limitada para
identificar textos produzidos por essas
ferramentas; que itens gerados automaticamente
requerem revisdo por especialistas para
preservar a validade de conteddo e o nivel
cognitivo; e que a pontuacdo baseada em IA
apresenta concordancia limitada com o
julgamento humano e pode introduzir viés
linguistico contra grupos especificos de alunos.
Conclusdo: A crise de validade associada a
inteligéncia artificial generativa ndo decorre
apenas da tecnologia, mas de formatos de
avaliacdo que dependem de produtos escritos
nao supervisionados e de medidas isoladas. Sdo
necessarias avaliagdes programaticas, métodos
supervisionados baseados no desempenho,
politicas  institucionais  transparentes e
supervisdo humana qualificada dos processos
apoiados por A para preservar a credibilidade
das decisbes de avaliacao.

Palavras-chave: Inteligéncia Artificial
Generativa. Modelos de Linguagem de Grande
Escala.  Educacdo  Médica.  Avaliacao
Educacional. Validade. Integridade Académica.

Assessment occupies a central position in medical education because it informs
progression decisions, certifies competence, and signals to students which forms of

knowledge and behavior the institution actually values. Its legitimacy depends on the
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argument that scores and judgments correspond to the knowledge, skills, and attitudes
they claim to represent, a property that contemporary measurement theory describes as
validity. Since the public release of conversational tools based on large language models
at the end of 2022, this argument has come under unprecedented pressure. Generative
artificial intelligence (GenAl) systems began to answer licensing examination questions,
produce responses to clinical reasoning problems, and write essays and reflective
narratives with a fluency comparable to that of students, raising doubts about what many
established assessment formats are in fact measuring (Kung et al., 2023; Strong et al.,
2023).

In its contemporary formulation, validity is not a fixed attribute of an instrument
but an argument constructed around the interpretation and use of scores. Kane's
framework organizes this argument into successive inferences, which move from the
scoring of an observed performance to its generalization, its extrapolation to real practice,
and the decisions based on it. Each inference rests on assumptions that can be weakened
by factors unrelated to the construct of interest, a phenomenon known as construct-
irrelevant variance. From this perspective, GenAl can compromise validity at different
points of the chain: when the product being evaluated no longer reflects the student's own
reasoning, when items are produced without adequate alignment to learning objectives,
or when automated scoring introduces systematic errors into judgments about
performance (Kane, 2013; Masters et al., 2025).

The problem, however, cannot be reduced to academic dishonesty. GenAl enters
the assessment process in at least three distinct roles. As an examinee, it can carry out
tasks originally designed to reveal student competence, particularly in unsupervised
written formats. As an item writer, it can accelerate the production of multiple-choice
questions and clinical vignettes, while carrying risks related to factual accuracy, cognitive
level, and technical quality of items. As an assessor, it has been tested in the scoring of
clinical examinations and written products, which raises questions about agreement with
expert judgment, reproducibility of results, and fairness toward different groups of
students. Each of these roles affects distinct sources of validity evidence and therefore
calls for different institutional responses (Kiyak; Emekli, 2024; Yokose et al., 2025;
Ndacyayisenga; Kidega; Aciro Can, 2026).
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Although publications on GenAl in medical education have multiplied since 2023,
a considerable portion of this production consists of opinion pieces, isolated institutional
experiences, or studies focused solely on chatbot performance, with limited integration
of findings from the standpoint of assessment theory. Bringing this evidence together can
help institutions move beyond reactive responses, such as outright prohibition or reliance
on detection software, toward a more consistent redesign of their assessment systems.
Accordingly, the present study aimed to examine the scientific evidence on the effects of
generative artificial intelligence on the validity of assessment in medical education,

considering its roles as examinee, item writer, and assessor.
2 METHOD

This study is an integrative literature review (ILR), a method that allows for the
identification, critical appraisal, and synthesis of knowledge produced on a given
phenomenon, while accommodating studies drawn from different methodological
approaches. Grounded in the principles of evidence-based practice, the integrative review
makes it possible to combine findings from theoretical and empirical studies, identify
convergences and divergences among results, recognize gaps in current knowledge, and
produce a broader understanding of the phenomenon under investigation. Given the
recent and heterogeneous character of the literature on GenAl in assessment, which brings
together experimental studies, reviews, and theoretical frameworks, this approach proved
well suited to the objective of the study (Whittemore; Knafl, 2005).

The guiding question was developed using the PICo strategy, composed of the
elements Population (P), Interest (1), and Context (Co). The population consisted of
medical students, residents, and medical educators involved in assessment processes; the
phenomenon of interest corresponded to the use of generative artificial intelligence in
assessment, including the performance of these tools on assessment tasks, the generation
and classification of items, and automated scoring; and the context comprised assessment
in medical education, with emphasis on validity. Based on this structure, the following
review question was formulated: What does the scientific literature show about the effects
of generative artificial intelligence on the validity of assessment in medical education,

considering its roles as examinee, item writer, and assessor?
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The literature search was conducted across the PubMed/MEDLINE, Scopus, Web
of Science, and ERIC (Education Resources Information Center) databases, using
controlled descriptors and free-text terms related to Generative Artificial Intelligence,
Large Language Models, ChatGPT, Medical Education, Medical Students, Educational
Measurement, Assessment, Validity, and Academic Integrity, combined through the
Boolean operators AND and OR and adapted to the syntax and indexing conventions of
each database. Studies published between 2022 and 2026, in English, Portuguese, or
Spanish, were considered, with no restriction regarding methodological design. The
initial year corresponds to the public release of the first widely available conversational
tools based on large language models. In addition, manual searches were carried out in
the reference lists of the selected studies to identify relevant publications not retrieved
through the electronic search strategies.

Full-text studies addressing the use of generative artificial intelligence in
assessment processes in medical education, and reporting findings related to the
performance of these tools on assessment tasks, the production or classification of items,
the scoring of student performance, or the implications of these uses for validity, fairness,
or academic integrity, were included. Studies focused exclusively on other health
professions without a specific analysis of medical training, studies on predictive or non-
generative artificial intelligence, publications mentioning GenAl without examining its
relationship with assessment, editorials, letters to the editor, conference abstracts, and
duplicate records were excluded.

Identified records were organized in a reference management tool for duplicate
removal, followed by title and abstract screening and, subsequently, full-text reading of
potentially eligible studies. Selection was carried out according to the criteria established
beforehand, with excluded studies and their respective reasons for exclusion recorded
during the eligibility stage.

Following final selection, data were extracted using a standardized instrument,
covering authorship, year and country of publication, journal, objective, methodological
design, GenAl tool examined, and main findings related to assessment validity. Studies
were further classified according to their respective levels of evidence, used to describe
the methodological profile of the corpus and support the critical interpretation of findings,

without serving as an inclusion or exclusion criterion (Melnyk; Fineout-Overholt, 2019).
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Synthesis of the results was carried out through interpretive thematic analysis, allowing
the identification of convergences, divergences, and categories related to the roles of
GenAl as examinee, item writer, and assessor.

Figure 1 presents the methodological pathway adopted in this integrative review,
covering the identification, screening, eligibility, and inclusion stages, in accordance with
an adaptation of the recommendations of the Preferred Reporting Items for Systematic

Reviews and Meta-Analyses (Prisma) (Page et al., 2021).

Figure 1. Adapted PRISMA flow diagram of the study selection process.
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3 RESULTS

The database searches identified a total of 742 records, of which 268 were
retrieved from PubMed/MEDLINE, 221 from Scopus, 174 from Web of Science, and 79
from ERIC. After the removal of 156 duplicates, 586 records were screened by title and
abstract, resulting in the exclusion of 519 records that did not meet the eligibility criteria.
Subsequently, 67 articles underwent full-text assessment, of which 56 were excluded for
the reasons detailed in Figure 1. The final sample comprised 11 studies included in the
integrative literature review.

Analysis of the included studies showed that the arrival of GenAl has exposed
weaknesses already present in assessment systems rather than creating entirely new ones.
Overall, the studies treated validity as an argument that depends on the conditions under
which evidence of learning is produced, interpreted, and used, and not as a property
guaranteed by the instrument. Within this perspective, three elements stood out: the
ability of language models to reproduce, with high performance, products that were
traditionally taken as evidence of student competence; the difficulty educators face in
distinguishing human authorship from machine authorship; and the dependence of any
Al-supported process on qualified human judgment to preserve the meaning of scores
(Kung et al., 2023; Wraith et al., 2025; Masters et al., 2025).

The findings also indicated that the effects of GenAl vary according to the role it
occupies in the assessment process. As an examinee, the tools reached performance near
the passing threshold of licensing examinations and exceeded preclinical students in free-
response clinical reasoning tasks, while texts written by them proved difficult to
recognize in reflective and academic assignments. As an item writer, GenAl produced
multiple-choice questions with acceptable psychometric properties in some contexts,
although with recurrent limitations in discrimination, cognitive level, and item quality,
which made expert review indispensable. As an assessor, the tools showed promising
accuracy in structured classification tasks, but limited agreement with physicians in the
scoring of clinical examinations and evidence of systematic disadvantage for students
who are non-native speakers of English (Strong et al., 2023; Law et al., 2025; Yokose et
al., 2025).
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Taken together, the studies suggested that validity is better preserved when GenAl

Is integrated

into assessment through explicit frameworks,

clear division of

responsibilities between educators and institutions, and verification procedures that keep

the final decision under human control. Conversely, unsupervised written formats,

uncritical reliance on detection software, unreviewed automatic item generation, and

automated scoring in high-stakes decisions without audit mechanisms can generate

construct-irrelevant variance, inequity, and loss of confidence in assessment results. To

systematize the methodological characteristics of the selected investigations and allow

visualization of the main findings and their implications for assessment validity, Table 1

presents a synthesis of the studies that composed this review.

Table 1. Methodological characteristics and main findings of the studies included in the integrative

review
Study / Year Journal / Objective Study design Main findings
Country
Kung et al., 2023 PLOS Digital To evaluate ChatGPT Cross- ChatGPT performed at or
Health / USA performance on the sectional near the passing threshold
three steps of the study without specialized
USMLE. training, with coherent
explanations.
Strong et al., JAMA Internal To compare chatbot Comparative GPT-4 outperformed
2023 Medicine / USA and student study first- and second-year
performance on free- students, challenging
response clinical unsupervised written
reasoning formats.
examinations.
Kiyak; Emekli, Postgraduate To review prompts Literature Validity evidence for Al-
2024 Medical Journal / used to generate review generated items is limited
Turkey MCQs with ChatGPT and depends on prompt
and evidence on their design and expert review.
validity.
Masters et al., Medical Teacher / | To guide stakeholders | Educational Al affects all assessment
2025 International on Al in health guide (AMEE types; redesign, Al
professions education Guide) literacy, and
assessment. acknowledgment policies
are needed.
Law et al., 2025 BMC Medical To compare Prospective Comparable difficulty;
Education / Hong ChatGPT-40 and cohort study human items
Kong human MCQs in a discriminated slightly
high-stakes better; expert review
examination. remained necessary.
Wraith et al., Medical To explore whether Mixed- Educators could not
2025 Education / educators distinguish methods reliably identify
United Kingdom student and GenAl- study authorship; sensitivity
authored reflections. ranged from 0.36 to 0.64.
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Study / Year Journal / Objective Study design Main findings
Country
Doru et al., 2025 JMIR Medical To examine whether | Semirandomi Identification relied
Education / experts identify zed controlled mainly on linguistic
Germany ChatGPT-generated study features, which are
Versus student-written unstable indicators of
essays. authorship.
Yokose et al., JMIR Formative | To assess the validity | Experimental | ChatGPT-4 gave higher
2025 Research / Japan of ChatGPT-4 as a study ratings than physicians in
complementary OSCE four domains, with low
assessor. agreement (ICC).
Al-Shawee et al., Perspectives on To reconceptualize Theoretical Proposes co-creation
2026 Medical SBA design with framework among educators,
Education / GenAl through the institutions, and GenAl to
Ireland Utility Index. balance validity and
reliability.
Lopes et al., Medical Science To validate a GenAl Experimental 95% accuracy (kappa
2026 Educator / Brazil tool for classifying study 0.85); faculty overriding
items by Bloom's Al were correct in only
taxonomy. 29.4% of cases.
Ndacyayisenga; BMC Medical To synthesize GenAl Systematic Al detectors and
Kidega; Aciro Education / effects on assessment review automated scoring
Can, 2026 Uganda equity for non-native showed systematic bias
English speakers. against non-native
speakers.

Source: Prepared by the authors based on the studies included in the integrative review.

4 DISCUSSION

The synthesis of the studies shows that GenAl has placed the validity of

assessment at the center of current debates in medical education. Although assessment
systems have historically been evaluated mainly by their reliability and feasibility, the
literature on GenAl reveals that the central question has become the meaning of the
evidence collected: whether a text, an answer, or a score still represents what the student
knows and is able to do. The validity crisis, in this sense, is less a crisis of instruments
than a crisis of inferences, since the same instrument may continue to function technically
while the interpretation of its results loses support (Kane, 2013; Masters et al., 2025).
This perspective shifts the discussion from the control of technology to the
redesign of assessment. Question formats, conditions of administration, scoring
procedures, institutional policies, and the pedagogical preparation of educators
continually determine which inferences are defensible. The thematic analysis conducted
in this review made it possible to organize these influences into three interrelated

analytical axes: (1) generative artificial intelligence as examinee and the erosion of
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unsupervised assessment; (2) generative artificial intelligence as item writer and the
preservation of content validity; and (3) generative artificial intelligence as assessor,

fairness, and human oversight.

4.1 Generative artificial intelligence as examinee and the erosion of unsupervised

assessment

The first and most visible dimension of the crisis refers to the ability of GenAl to
perform tasks that were designed to reveal student competence. Evidence gathered shortly
after the release of ChatGPT showed that the tool reached performance close to the
passing threshold of the three steps of the United States Medical Licensing Examination,
without specific training and while offering explanations with internal coherence. Soon
afterward, a newer version of the model outperformed first- and second-year students on
free-response clinical reasoning examinations, a format often regarded as less vulnerable
than multiple-choice questions because it requires the articulation of reasoning. These
findings show that the capacity to produce correct and well-argued answers can no longer
be automatically attributed to the person who submits them when the task is completed
without supervision (Kung et al., 2023; Strong et al., 2023).

From the standpoint of validity, the main problem lies in the scoring inference and
in the extrapolation inference. When part of the product evaluated has been generated by
a language model, the score begins to incorporate a component that does not belong to
the construct being measured, and the decision to consider the student competent loses
support. This effect is particularly relevant in formats such as take-home assignments,
online examinations without proctoring, case reports, and portfolios, which were widely
adopted to promote learning and autonomy but depend on the assumption that the student
is the author of the work. The same flexibility that made these formats pedagogically
valuable now makes them more exposed to construct-irrelevant variance (Masters et al.,
2025).

Written reflection deserves particular attention, since it is used in many curricula
to assess professionalism, self-regulation, and professional identity. The studies analyzed
show that educators have difficulty distinguishing reflections written by students from

those produced by GenAl. In the study with think-aloud interviews, sensitivity in
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identifying Al-authored texts ranged from 0.36 to 0.64, and educators relied on cues such
as generic content, excessive fluency, or the absence of personal detail, which proved
inconsistent. In the study with medical and humanities experts, identification was based
largely on linguistic features, cues that tend to lose discriminative value as models evolve
and as students edit the generated texts (Wraith et al., 2025; Doru et al., 2025).

These results have practical consequences for institutional policy. Strategies
centered on detecting Al-generated text, whether by human reading or by software, offer
weak protection and may generate false accusations, which compromises the relationship
of trust that formative assessment requires. The alternative suggested by the literature
consists of reorganizing the conditions under which evidence is produced: combining
written products with oral discussion, requiring records of the construction process,
valuing reflections anchored in specific and verifiable experiences, and reserving
decisions of greater consequence for supervised settings. Rather than attempting to
identify authorship after the fact, these approaches seek to make the student's reasoning
observable during the assessment itself (Wraith et al., 2025; Masters et al., 2025).

This axis also shows that GenAl accelerates a movement that assessment theory
had already been advocating. Programmatic assessment, in which decisions are based on
multiple data points collected longitudinally by different methods and assessors, is less
vulnerable to the contamination of an isolated product than systems that concentrate
decisions on a single examination or assignment. In this sense, the crisis may serve as an
opportunity to strengthen workplace-based assessment, direct observation, structured
clinical examinations, and dialogical feedback, formats in which the presence of the
student and the interaction with the assessor are part of the evidence (Kung et al., 2023;
Masters et al., 2025).

4.2 Generative artificial intelligence as item writer and the preservation of content
validity

The second axis concerns the use of GenAl in the construction of assessment
instruments, especially multiple-choice questions and single best answer items. The
production of high-quality items is time-consuming and requires expertise that many

medical educators have not developed in their training, which explains the interest in tools
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capable of generating vignettes, alternatives, and explanations in a few seconds. The
literature review on prompts used for this purpose showed that the evidence of validity
for items generated by ChatGPT is still limited, heterogeneous, and strongly dependent
on the formulation of the request and on subsequent expert review (Kiyak; Emekli, 2024).

The cohort study conducted in a high-stakes emergency medicine examination
offers one of the most robust comparisons available. Physicians answered two sets of 100
questions, one generated by ChatGPT-40 and another by human authors, and the items
were analyzed by specialists and by psychometric indicators. The Al-generated questions
showed difficulty comparable to that of human questions, but with a slight advantage of
human items in discrimination and a quality that still depended on specialist review,
indicating that apparent adequacy of an item does not guarantee that it distinguishes
students with different levels of competence. For content validity, this means that the use
of GenAl shifts the educator's work from writing to critical review, but does not eliminate
it (Law et al., 2025).

A recurring concern in the analyzed studies refers to the cognitive level of the
items. Assessments that claim to measure clinical reasoning but are composed mostly of
recall questions produce scores whose interpretation is compromised, because the
construct measured does not coincide with the construct declared. The Brazilian study
that validated a GenAl tool for classifying items according to Bloom's revised taxonomy
found an accuracy of 95% and very good agreement with the expert standard. The tool's
main difficulty was distinguishing items of comprehension from items of analysis, a
boundary that is also problematic for human judges (Lopes et al., 2026).

The same study brought an important finding about human-Al interaction. When
faculty disagreed with the tool and kept their own classification, they were correct in only
29.4% of cases, which suggests overconfidence in the absence of objective feedback. At
the same time, the authors warn about automation bias, in which evaluators accept
algorithmic suggestions without critical examination. These two risks, excessive
confidence in one's own judgment and excessive deference to the machine, show that the
integration of GenAl into item development requires explicit verification protocols, in
which disagreements between educator and tool trigger documented reflection rather than
automatic acceptance or rejection (Lopes et al., 2026).
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From a theoretical perspective, the framework proposed for the co-creation of
single best answer items reinterprets Van der Vleuten's utility index for the context of
GenAl. In this model, validity, reliability, educational impact, acceptability, and cost-
efficiency are maintained in balance through a triadic relationship among educators,
institutions, and the technology. The educator remains responsible for content expertise
and alignment with learning objectives, the institution for governance, training, and
quality assurance, and the tool for supporting productivity and variation of items. The
contribution of this framework lies in showing that the gains in efficiency offered by
GenAl are only legitimate when they do not compromise the other dimensions of
assessment quality (Al-Shawee et al., 2026).

This axis therefore indicates that the use of GenAl as an item writer is compatible
with valid assessment, provided that it is accompanied by blueprinting, alignment with
competencies, expert review, analysis of psychometric indicators after administration,
and faculty development. Without these conditions, the speed of production may result in
larger item banks with lower quality, reinforcing assessments focused on memorization
and weakening the link between what is taught and what is measured (Kiyak; Emekli,
2024; Law et al., 2025; Al-Shawee et al., 2026).

4.3 Generative artificial intelligence as assessor, fairness, and human oversight

The third axis involves the use of GenAl in the scoring and judgment of student
performance. The pressure on assessment resources, particularly in structured clinical
examinations that require trained examiners, standardized patients, and considerable
logistics, has encouraged experiments with language models as complementary assessors.
In the experimental study conducted in Japan, ChatGPT-4 evaluated transcripts and
patient notes from a simulated clinical encounter and assigned significantly higher ratings
than physicians in the domains of physical examination, patient notes, clinical reasoning,
and management, with low agreement measured by the intraclass correlation coefficient
(Yokose et al., 2025).

These results show that the scoring inference cannot be transferred to Al without
evidence of agreement, reproducibility, and alignment between the competency assessed

and the type of information available to the model. Competencies that depend on
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nonverbal communication, physical examination technique, or the relationship with the
patient are only partially represented in transcripts, which limits what the tool can
observe. The authors themselves recommend hybrid models, in which GenAl supports
the generation of feedback and the organization of information, while the final judgment
remains with qualified examiners (Yokose et al., 2025).

The dimension of fairness adds a further layer to this discussion. The systematic
review on non-native English-speaking students conceptualized GenAl as a moderator of
validity, capable of reducing construct-irrelevant variance by removing language barriers,
but also of introducing new sources of error related to access to technology, differences
in prompting literacy, and bias in the models. The review found that Al detectors falsely
classified texts by non-native speakers as machine-generated in a high proportion of
cases, and that automated scoring showed a systematic downward bias for these students.
In high-stakes decisions, such distortions translate into inequity and possible false
accusations of misconduct (Ndacyayisenga; Kidega; Aciro Can, 2026).

These findings are also relevant for contexts in which medical students are
assessed in a language other than their first language, as occurs in Brazil whenever
English-language tools, materials, or international activities take part in the assessment
process. The adoption of automated scoring or detection tools without local validation
may penalize precisely those students whose competence is least well captured by fluency
in the dominant language. Equity, in this sense, is not an additional concern but a
component of validity, since scores systematically affected by group membership do not
support the same interpretations for all students (Ndacyayisenga; Kidega; Aciro Can,
2026; Masters et al., 2025).

For Al-supported assessment to contribute positively to validity, it needs to be
embedded in governance structures with clear responsibilities. The AMEE guide on Al
in health professions education assessment emphasizes the need for institutional policies
that define acceptable uses, forms of acknowledgment of Al use by students and faculty,
Al literacy for all stakeholders, and faculty development. Transparency about when and
how Al participates in the process is also a condition for acceptability, since students and
educators need to understand how decisions that affect their trajectories are produced
(Masters et al., 2025).
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From this perspective, GenAl ceases to be only a threat and becomes part of a
system whose validity depends on how it is designed. When combined with human
oversight, local validation, bias audits, and triangulation of multiple sources of evidence,
Al-supported assessment can contribute to faster feedback and to more consistent item
classification. When introduced without these safeguards, it tends to replicate or amplify
the weaknesses of the systems in which it is inserted. The integration of GenAl, human
judgment, and programmatic assessment therefore represents an important avenue for
restoring confidence in assessment decisions in medical education (Lopes et al., 2026;
Yokose et al., 2025).

5 CONCLUDING REMARKS

This integrative review shows that generative artificial intelligence has produced
a crisis in the validity of assessment in medical education, understood as a weakening of
the inferences that connect scores and judgments to the competencies they claim to
represent. The evidence indicates that language models perform at a high level in
knowledge-based tasks and written products, that their authorship is difficult to recognize,
that the items they generate require expert review to preserve content validity and
cognitive level, and that their use as assessors still shows limited agreement with human
judgment and risks of bias.

The findings also indicate that the three roles of GenAl do not operate
independently. As examinee, it compromises the authorship of the evidence; as item
writer, it affects the quality and alignment of instruments; and as assessor, it interferes
with the scoring and fairness of decisions. When articulated within coherent assessment
systems, with clear policies, faculty development, and human oversight, these uses can
bring benefits in efficiency and feedback. Conversely, reliance on unsupervised written
formats, on detection software, and on unaudited automated scoring can generate
construct-irrelevant variance, inequity, and loss of confidence in the results.

The validity crisis should therefore not be understood as a problem to be solved
only by prohibiting or controlling technology, but as an institutional responsibility that
demands the redesign of assessment. Advancing this field requires programmatic

assessment systems, supervised performance-based methods, Al literacy for educators
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and students, transparent governance, and local validation of any tool used in
consequential decisions. Future research could examine how these strategies perform in
different institutional and linguistic contexts, including Brazilian medical schools, and
which combinations of human and Al-supported assessment best preserve validity,

fairness, and educational value.
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